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We begin with a question: can science understand humans? Of course, we
already have two branches of science that try to understand humans: medicine
and psychology. The first is the science of the human body and the second the
science of the human mind. This says something about the way we tend to
understand ourselves—body and mind—as though the two things were really
quite separate. This is a natural dualism. But today, attempts are being made
to unify this, and make one science that would explain everything about us.
The idea would be to start with what we can see and measure—matter, the
way it’s organised, and the way it moves—and understand the mind without
appealing to any other ingredients.
So what could constitute such a science? One thinks of cognitive science,
for example: the interdisciplinary and scientific study of the mind. The job
of the mind is cognition, the set of all those mental processes that relate to
understanding, knowledge, memory, language, reasoning, learning, intelligence,
problem solving, decision making, perception, and attention. And probably
more, so that’s already much of what a human commonly does. But doesn’t all
this center around the brain? What about the rest of the body? The emotions?
We know that emotions are intimately involved in decision-making and the
body as a whole is also intimately involved in the way we think. Indeed, all the
thinking we do is ultimately for our body.
So when we do cognitive science we need to see the brain as just a part of
the body, albeit a key part, especially if what we are actually aiming for here
is an interdisciplinary and scientific study of the whole human—body and soul,
as it were—which is what unification is all about. Let us aim, therefore, at
something bigger than just a study of the brain and see what happens. In all
humility!

A Very Brief History
This will indeed be brief, and it will begin rather arbitrarily with the image in
Fig. 1. Toward the end of the nineteenth century, attempts were being made
to see what brains were made of. It was not easy to make out sufficient detail.
Figure 2 shows someone who was involved in this enterprise in those days! After
qualifying as a doctor, Sigmund Freud spent several years drawing pictures like
the one you see in Fig. 1, and even contributed some techniques for facilitating
such observations.
But Freud was not the one who eventually made the great discovery. It
was the Spanish neuroscientist Santiago Ramón y Cajal who finally showed
that brains and nervous systems are made up of cells, although he was not
alone in this discovery. The efforts of many before him, including Freud, were
essential in providing the necessary groundwork, as is always the case in scientific
undertaking. Freud left this field and went off to invent psychoanalysis. It was
his view, however, that we would only ever understand human psychology by
deciphering the inner workings of the brain. But psychoanalysis was perhaps
the best one could do in those days.
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Figure 1: Nerve cells in the spinal cord of a lamprey, as seen through a microscope in 1877. In those days, images were exquisitely reproduced by hand
[1]
Just a word in passing about the lamprey. What is it? Well, it’s actually
a little marine creature (see Fig. 3). It was of course easier to investigate the
nervous system of a lamprey than a human brain, and its nervous system was
somewhat simpler, too, or at least, rather less complex. Needless to say, other
creatures have been sacrificed in the quest to understand how brains work,
raising an important ethical question. The lamprey is also well known in the
Bordeaux region of France, where it plays a culinary role that for many raises
fewer ethical questions.
Apart from the beginnings of brain science, another important movement
at the end of the nineteenth century was behaviourism: how to understand the
behaviour of humans or other animals when you have no adequate tools for

Figure 2: Photo of Sigmund Freud taken by his nephew Max Halberstadt
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Figure 3: The lamprey, an ancient extant lineage of jawless fish
seeing what is going on inside them, in the parts of them that are obviously
key to the way they behave? Speculation about ‘mental states’ was problematic
for the scientific method. Wasn’t it better for psychologists and ethologists
to restrict their attentions to observable phenomena and measurable kinds of
behaviour? Of course, the problem was to produce empirically testable scientific
hypotheses.
According to the proponents of behaviourism, observable behaviour can be
conditioned in two ways:
• by reflex responses to stimuli,
• by the individual’s history of interactions with its environment, i.e., by
learning.
But the animal itself, and in particular its brain, was treated as a black box for
want of a better option, and speculation about unobservable mental states was
outlawed.
Behaviourism brought much to our understanding of the animal world. However, its limitations would reveal themselves. In the first decades of the twentieth century it became clear that laboratory animals learn even when there is
no ‘conditioning’, i.e., even when they are neither rewarded for their achievements nor punished for their failings. Animals learn all the time in one way or
another. Indeed, they came to be seen rather as processing information, which
seems an obvious idea to us today. Data is collected by the senses, processed by
the animal’s body, and in particular its brain, and used to produce its reaction
to whatever situation it finds itself in. This idea, that cognition is basically just
data processing, is central to cognitive science today.
A further landmark was work in the 1920s and 1930s by people like the
Cambridge mathematician Alan Turing (Fig. 4). Turing had been thinking
about algorithms. There was nothing new about the notion of algorithm. The
name comes from the ninth century Arab mathematician Muhammad ibn Mūsā
al-Khwārizmı̄, and such things were known to the Babylonians, Egyptians, and
Greeks. An algorithm is a finite and non-ambiguous sequence of operations or
instructions for solving a given class of problems. Everyone knows from school
how to divide one number by another using the method known as long division,
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Figure 4: Alan Turing at the age of sixteen
or how to find all the divisors of a given whole number. The first few times, it’s
a strenuous mental exercise, but with practice it becomes automatic. In fact, it
becomes mechanical.
And here was Turing’s brilliantly simple idea: why not make machines to
implement algorithms. Naturally, this was easier said than done. Indeed, the
first such machines, commonly known as Turing machines, were a mathematician’s plaything, with no mechanical parts at all (see Fig. 5). But no matter,
it’s ideas that count, and this one was soon implemented, in many cases for
the benefit of humankind, although sometimes for its demise. What’s more, it
would eventually raise what seems today to be an obvious question: could it
be that information is processed in an algorithmic way in the brain? We shall
return to this question.
During the Second World War, the ideas of Turing and many others like John
von Neumann and Norbert Wiener led to the development of real machines for
processing data, digital computing machines. Needless to say, as always in science, there were many antecedents for this, going back to people like Charles
Sanders Pierce in the nineteenth century. In Britain, these machines were designed to crack the codes used by Nazi Germany, while those in the USA were
made to calculate the trajectories of missiles, but not only that. They were
also developed for the Manhattan Project, to work out what happens in nuclear
reactions when a bomb explodes.
In 1952, two British physiologists, Alan Hodgkin and Andrew Huxley, made
a mathematical model for the way electrical signals propagate in neurons. This
was a tremendous achievement that brought them prizes, but why did it take
so long? After all, these cells had been identified way back at the beginning
of the century. Well, the problem is that they are very small, as we shall see
in a moment, and the electrical signals very weak, so it took a considerable
development of technology to reach this stage. As always, it was a case of
technology being developed by science and then used to further our scientific
knowledge.
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Figure 5: A Turing machine consists of an infinitely long band, in both directions, divided into units which can contain either a zero or a one [2]. The
read/write head implements the algorithm according to a very simple range of
possibilities: in each step it can move one unit to the right or left and when it
gets there it can change the number or leave it as it is. But with suitably ingenious instructions and suitably ingenious interpretation of the string of zeros
and ones, it can calculate any mathematical function that is actually calculable.
Image available via license: CC BY-NC-SA 4.0 [3]
In the 1950s, the linguist Noam Chomsky was studying the structure of
language—language in the generic sense—and transformations such as those between declarative and interrogative forms, or between active and passive forms.
He observed that such transformations could be carried out algorithmically, i.e.,
by fixed sets of rules, and it was not long therefore before people like the computer scientist Joseph Weizenbaum at MIT were building computers that could
converse with a human being. Here is an example of a conversation between
Weizenbaum’s ELIZA and a young woman who does not know that her interlocutor is a machine (the young woman begins):
Men are all alike.
In what way?
They are always bugging us about something or other.
Can you think of a specific example?
Well, my boyfriend made me come here. He says I’m depressed much of the
time.
I’m sorry to hear that you are depressed.
It’s true. I am unhappy.
Do you think coming here will help you not to be unhappy?
I need some help. That much seems certain.
What would it mean to you if you got some help?
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Figure 6: The virtual world inhabited by SHRDLU. From [4]
Perhaps I could learn to get along with my mother.
Tell me more about your family.
Clearly, the machine could pass itself off as a psychoanalyst, at least up to a
point. In this sense it would have passed at least one version of the well known
Turing test. But it’s not hard to sense the limitations.
Another early achievement in the new area of artificial intelligence was Terry
Winograd’s SHRDLU, a virtual robot living in a very simple virtual world
containing 3D geometric shapes with vivid, easily distinguishable colours (see
Fig. 6). In this system, abstract grammatical rules are represented and integrated with other information about the environment. One can ask SHRDLU
to move an object to a new position. If the instructions are not clear, the robot
will question them until everything is unambiguous—essential if one needs to
apply an algorithm. It will then proceed to execute the task. Naturally, this
is a somewhat rudimentary world, but just because a task would be easy for
humans doesn’t mean that it is actually simple. And people working in AI are
fully aware of this, for they encounter its consequences in everything they try to
do. They are far more aware of the difficulties involved than the average person
in the street, who may be quick to criticise what appear sometimes to be rather
paltry achievements.

The Brain
That was indeed a very short history, beginning arbitrarily in 1877 and ending
abruptly in the 1970s. But of course, the following discussion is about what
happened next, so it is also part of the history. The main aim of the first section
was to set the scene and to show how many different areas of investigation are
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Figure 7: Typical neuron. Credit: US National Cancer Institute CC BY-SA 3.0
[5]
relevant to this enterprise, as suggested in our earlier description of cognitive
science as the interdisciplinary and scientific study of the mind, or better, of the
human being.
Naturally, one expects the brain to play a key role in such a study. So what is
the brain? We already saw that it is made up of neurons, among other things, so
let us start with those, but bearing in mind that this account is highly simplified.
There are many more ingredients in the brain than neurons and they can be
expected to play important roles, otherwise they would not be there. Figure 7
is a diagram of a generic neuron. Once again, we must remember that there are
different kinds of neurons and the diagram only shows some of the key features.
Note the cell body on the left. The cell nucleus contains the DNA that
the cell uses as a template to fabricate proteins. It is surrounded by branchlike
features called dendrites. The cell body can measure anything from a hundredth
to a tenth of a millimeter, so it’s not very big, as mentioned earlier. However,
these cells, the neurons, have an extension called an axon that can measure
anything from a millimeter to a meter long, and it is along this that electrical
signals can pass. At its other extremity, on the right in the picture, are the axon
terminals, which can be far more numerous than is shown here. These connect
with the dendrites of other neurons, although there is a tiny gap between the
end of each axon terminal and the beginning of the ensuing dendrite. This gap
is called a synapse (Fig. 8).
It is worth giving a few numbers here. There are estimated to be around
80 billion neurons in the human brain. That’s 80 thousand million! But also
500 million in the intestine, and 40 thousand in the heart. A large part of the
body is concerned with these cells. And every neuron connects on average with
about 7000 other neurons, so if one is thinking of this as a kind of electrical
circuit, it’s certainly a highly interconnected one. Since there is a synapse for
every connection, this means that there are around a million billion synapses in
a three-year-old child, while the number tends to decrease thereafter.
Figure 9 shows a view of the outer part of the human brain. What we see here
is the cortex. It’s only a few millimeters thick but, with all the folds, actually
covers quite a large area. These folds were numbered by the German neurologist
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Figure 8: Typical synapse, with more detail than necessary for our purposes
[6]. Signals are transferred chemically across this tiny gap by molecules known
as neurotransmitters. The distance is only twenty to forty nanometers. Credit:
Thomas Splettstoesser CC BY-SA 4.0

Figure 9: Human cortex. All mammals have a cortex, surrounding other parts
of the brain
Karl Brodmann, who lived into the beginning of the twentieth century. He
identified 52 altogether. We still don’t know the functions of each of these folds,
if indeed they can each be attributed a function, although it has been established
that Broca’s area is involved in producing coherent speech, while Wernicke’s
area helps in speech processing and understanding language. Paul Broca was a
French doctor who lived in the nineteenth century, and Carl Wernicke another
German neurologist from the latter half of the nineteenth century. One can see
here how the scientific community was closing in on the brain at the time.
That’s a very superficial overview of the brain but it already raises an interesting question: can we study cognitive activity by looking at what goes on
in the brain, i.e., in a bottom-up way? When a neuron is triggered, one says
that the neuron fires. This means that a tiny electric current flows along its
axon to other neurons and, by placing an electrode nearby, this current can be
detected. An individual neuron can also be stimulated by applying a suitably
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Figure 10: Eric Kandel [7]
small voltage via such a microelectrode. So let us see an example of research
putting this to use.
Figure 10 shows the pioneering American neuroscientist Eric Kandel. He
had a rather unusual background. He studied history and literature at Harvard,
before becoming interested in psychotherapy. And from there, he moved on to
neuroscience. Somewhat the opposite of Freud, but then times had changed,
and he was fortunate in that respect. Much finer technology had become available and Kandel was the first person to record electrical signals in single cells
of the hippocampus. This key part of every vertebrate brain plays a major
role in learning and memory. In humans, it is important for episodic memory,
the conscious recollection of personal experiences, containing information about
what has happened and also where and when it happened.
More importantly, Kandel also established one of the first direct links between what happens in neural circuits and the behaviour that is observed in
correlation with that activity. But when he succeeded in recording the electrical signals from single cells in the hippocampus, he still had no idea how
memory was stored, nor how it related to any particular behaviour. The animals involved were too complicated for these early experiments. As he put it
himself [7]:
I realized that by just recording from the hippocampus, I couldn’t
really see how the incoming information is modified and how the
output is modified. I was fortunate to realize early on that, even
though the hippocampus is marvelous, it’s too complex a problem
to begin with. You need something that is much simpler.
This is where he turned to the giant sea slug, also known as the California sea
10

Figure 11: The giant sea slug Aplysia californica [7]. Credit: Chad King/NOAA
MBNMS, CC BY-SA 3.0
hare (see Fig. 11).
This creature can measure 30 or 40 cm long and might make a good meal
if prepared à la bordelaise, who knows? But the advantage for Kandel was
that it has a relatively simple style of life and only 20 000 neurons in its brain.
Its neurons are grouped into discrete sets, each controlling a certain kind of
behaviour. So Kandel set out to understand something about its capacity for
memory and learning—on the single neuron level. To do this, he associated a
painless electric shock on one neuron with a painful one on another. Due to the
painful stimulus, the animal would draw back its gills and siphon as a form of
defence.
The first part of the experiment showed a classic example of the phenomenon
of conditioning so dear to the behaviourists. For after administering these combined electric shocks a few times, Kandel found that the animal would withdraw
its delicate parts upon administration of the painless shock alone. However, this
reaction would not persist for long, unless the combined shocks themselves were
first administered many times. It was as though the animal had a memory and
would forget if the period of conditioning—of learning, one might say—had not
been long enough or convincing enough. Just as happened when we ourselves
were learning to apply the algorithm of long division. So all that was to be expected, as the behaviourists had so clearly demonstrated on many other animals
and as we know only too well ourselves.
But the difference with Kandel’s experiment was that he then went to look
at what had actually changed in the relevant neurons. Regarding the short-term
memory resulting from a short period of conditioning, it turned out that the
existing synapses were allowing signals to pass more easily. This illustrates the
famous Hebb rule, named after the Canadian neuropsychologist Donald Hebb,
which sums this up as: When it fires, it wires. In other words, whenever one
neuron triggers another, this tends to facilitate the connection between them.
Regarding the long-term memory resulting from a longer period of conditioning,
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Kandel found that the nuclei of the neuron cell bodies were actually producing
proteins that would build more synapses, and hence more connections. And if
you ask what happens in the human hippocampus at the single-neuron level
when we memorise or learn, it’s basically the same kind of thing.
But what about neural activity on larger spatial scales, involving more extensive sets of neurons? Can we see what is going on there and relate it to
the execution of animal functions? One fascinating technique is transcranial
magnetic stimulation (TMS). The idea is to intervene in neural activity from
outside the skull by focusing a strong magnetic field on some part of the brain.
In contrast to the single-neuron investigations, which require direct access to
the relevant brain area, TMS is said to be non-invasive, even though one can
actually temporarily deactivate a small region of the brain.
An area of particular interest is the fusiform gyrus. This is not part of the
cortex. It is known to be important for facial recognition because there have
been cases of patients with specific damage to this area and one can observe the
consequences: they have great difficulty recognising people they know, and even
their own face. This is not a sight impairment. They can see perfectly well.
The name for this condition is prosopagnosia. Let us quote the philosopher of
biology Alex Rosenberg, who gives us what we may call a cognitive perspective
[8]:
By the time your brain has fully developed, there are actually a
set of neurons [the fusiform gyrus] whose synapses have been wired
together so that the only thing they do is respond to the visual input
of your mother’s face, with some neural output that leads to motherrecognizing behaviour like your saying “Hi, Mom” when you see her
face.
So this is a simple experiment. A strong but focused magnetic field is used to
deactivate your fusiform gyrus. Rosenberg continues:
You will recognise her voice, her smell, her handwriting. But when
she comes into the room, you won’t know who she is. When she
speaks, you will accuse the stranger before you of being an impostor
imitating your mother’s voice. When she tells you her name and
that she is your mother, it won’t help. You won’t recognise her.
Otherwise, your responses to various stimulations will be perfectly
normal. Once the neuroscientist turns off the magnetic field and thus
reactivates the specialised neurons encoding the normal response to
your mother’s face, you won’t have any trouble putting a name to
it.
The beauty of these investigations with TMS is that it is reversible!
Note in passing the considerable importance of studies on people who have
suffered brain damage in understanding brain function. And this works both
ways: by identifying the functions of different ensembles of neurons, one hope
is to find ways to help people who have suffered brain damage. Needless to say
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Figure 12: Electroencephalography (EEG). From [9]
studies of brain damaged patients are not an ideal way to understand the brain
because, in contrast to TMS, such damage generally involves several different
parts of the brain and this complicates analysis.
It is also possible to map activity across the whole of the brain. There are
several methods here. The first kind focuses on electrical or magnetic activity and is known as electroencephalography or magnetoencephalography (see
Fig. 12). This, too, is non-invasive, and as can be seen from the picture, there
is nothing unpleasant about it! The volunteer can be asked to carry out some
specific task while the neuroscientist identifies which parts of the brain are being used to carry it out. What kind of tasks? It can be anything from moving
a finger to thinking about something or carrying out a calculation. One thus
studies the functional organisation of the brain, and with very good temporal
resolution, i.e., one knows with great accuracy when a certain part of the brain
swings into action. The spatial resolution is not yet particularly accurate with
this method but it is perfect for recording effects occurring across large regions
of the brain, like brain waves, for example, which are actually synchronised
firings of neurons at various rather specific frequencies.
For another method of investigation, consider this. It is well known that the
brain is the organ in our body that uses the most energy. That means it needs
a lot of blood to supply it with oxygen, and this is exploited by two different
methods to map brain activity:
• Positron emission tomography (PET) is a medical imaging method recording the metabolic or molecular activity of an organ in three dimensions.
A previously injected radioactive product is marked by a radioactive atom
which emits positrons—yes, the antiparticle of the electron! Each positron
quickly annihilates, upon its first encounter with an electron, to produce
two photons which are emitted back-to-back, i.e., in opposite directions
from the emission point. The exact location of the emission point can
then be localised and the concentration of the tracer at each point of the
organ can subsequently be determined by a computer. It is this quanti-
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Figure 13: PET scans of an individual engaging in different language tasks.
From [10]. Credit: Dr Janet Fitzakerley
tative information that is represented in the form of an image showing in
color the areas of high concentration of the tracer, and hence the areas of
high blood flow. These scans have a good spatial resolution—to within a
few millimeters—but the temporal resolution is rather poor, only timing
activity to within about 30 seconds.
• Functional magnetic resonance imaging or functional MRI (fMRI) gives
a good indication of the level of brain activity by detecting changes associated with blood flow, in particular regarding blood oxygen levels. This
technique uses the fact that blood flow and neuron activation in the brain
are closely correlated. The word ‘functional’ in the name is used for the
same reason as was given above: one can ask the individual to execute
some specific function, i.e., carry out some specific task, while lying in
the MRI machine and see which parts of the brain ‘light up’. The great
advantage over other methods is that it involves no surgery, injections, ingestion of substances, or exposure to ionizing radiation. Spatial resolution
is good with this method, but temporal resolution less so: activity can be
localized to within millimeters but, using standard techniques, no better
than within a window of a few seconds.
Figure 13 shows an example of images produced using the PET scan method.
In this case, the individual was carrying out language tasks of different kinds:
• top left, looking at words passively on a screen,
• top right, listening to words passively,
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• bottom left, saying words out loud,
• bottom right, generating words in response to some trigger.
Note that, when one task involves one of the other tasks, for example, speaking
a word involves reading it from the screen, one can subtract one image from
another to see which new regions of the brain are activated by the fact that the
person is not just looking at the word, but also saying it out loud.
So that was a very brief overview of some of the techniques available for
observing what happens in the brain when an animal undertakes some kind of
task. Needless to say, there are others, and each of these has variants. Moreover,
all such techniques are constantly improving in every respect. But let us now
turn to a deeper question.

Brain and Computer
Naturally, the question is: do brains work like computers? Are they computing
machines like our computers? Do they even compute anything? The idea was
launched by the American cognitive psychologists Allen Newell and Herbert
Simon in the 1970s. Interestingly, Newell was also a computer scientist and
Simon an economist, showing how this is a truly cross-disciplinary field. Their
name for this idea was the physical symbol hypothesis: rules and principles are
explicitly represented in symbolic form in the brain. One could say something
like this: syntax tracks semantics. But that is an action-packed statement that
needs, as the philosophers would say, a lot of unpacking!
We shall do some of that in the following, but basically it can be understood
by referring to the computer as a perfect analogy: when we enter meaningful
rules and principles into our computers via the keyboard, these are faithfully represented by the structure of configurations of physical matter—let’s say atoms
for the sake of argument—inside the computer. Syntax gives the structural rules
for arranging the atoms so that the result corresponds faithfully to well-formed
information. And well-formed information is information that has meaning, at
least for us, if not for the computer—and that’s semantics. The hope is that
things may work like this in the brain, if we replace atoms by neurons. Then,
in the words of Newell and Simon:
A physical symbol system has the necessary and sufficient means for
general intelligent action.
This was illustrated by the language of thought (LOT), also known as mentalese,
a theoretical concept put forward by the American philosopher Jerry Fodor.
Mentalese was supposed to be realised by configurations of neurons, just as
information is realised through configurations of atoms in a computer. Our
thoughts, beliefs, and the like would then be real physical entities, sentences in
mentalese, written out physically in configurations of neurons.
There is a well known anecdote involving the British economist J.M. Keynes,
whom Bertrand Russell described as the most intelligent man he had ever met!
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Figure 14: The Chinese room thought experiment. From [10]
When asked whether he thought in words or in pictures, Keynes hesitated a moment, then replied: “I think in thoughts.” Naturally, this raises the question:
what is a thought? And it is an important one if we wish to understand cognition. Thinking is a key part of cognition in our normal everyday perspective.
But what is it? We shall return to this question, but for the moment, let us just
say that in Fodor’s view a thought is a configuration of neurons (or other brain
matter) that by its very structure, or syntax, faithfully represents the meaning
we would normally associate with the thought.
Another American philosopher, John Searle, would have nothing of this!
His reaction was to invent a now famous thought experiment called the Chinese
room, illustrated in Fig. 14. A Chinese speaker passes messages in Chinese
to Searle in the room. The latter doesn’t understand Chinese, but he has a
manual that allows him to generate an appropriate response in a mechanical,
algorithmic way. This response is then passed to the other Chinese speaker on
the right. The two Chinese speakers are convinced that the person in the room
does in fact understand Chinese.
One understands the parallel: suppose AI researchers succeed in producing a
computer that seems as though it can communicate in Chinese. Does that mean
it understands Chinese? Obviously another important question. Understanding
is a key activity of our brains, but what is it? What is involved? Searle considers
that there is no difference between the roles of such a computer and himself in
his thought experiment. He introduces two important notions here: strong AI
and weak AI:
• Strong AI: the machine really does understand Chinese.
• Weak AI: the machine is just simulating an understanding of Chinese.
For Searle, strong AI is impossible. One could happily spend the rest of one’s
days reading the literature on the Chinese room. But more important is the
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Figure 15: An artificial neural network. Credit: Drawn by Dake using Mysid
CC BY 1.0
question: what do we mean by ‘understanding’ ? What is involved in understanding something?
To come back to the physical symbol hypothesis, Searle would appear to
have shown that one can have manipulation of symbols without any form of
intelligence or understanding. So can one obtain understanding simply by manipulating such physical symbols?

Another AI Paradigm
Let us leave this question as it stands and turn to another approach to artificial
intelligence which we can then contrast with the physical symbol hypothesis.
The latter began by looking at what could be done by computers, in the way
computers work, and wondering if brains could also work like that. But this
other paradigm begins by looking at brains, or certain aspects of them, and
wondering if computers could be made to capture those aspects.
First recall Hebb’s rule, which says: when it fires, it wires. When discussing
Kandel’s experiment, we noted that the strengths of synaptic connections often
change in response to series of external stimuli, providing a physical basis for
what we call learning. It is also true that a given neuron will only trigger when
it reaches a certain level of stimulation. These facts were noted way back in
1943 by Warren McCulloch and Walter Pitts, even before computers had been
fully developed. McCulloch was a neurophysiologist and cyberneticist and Pitts
a logician. They came up with the idea of an artificial neural network (ANN).
The first such networks, developed by McCulloch and Pitts, were rather
simple affairs capable of calculating some of the basic Boolean functions so
dear to logicians. But let us not linger on those. Figure 15 shows a simplified
example of the ANNs that are made today. First of all, what is it? What can
it do? It’s an information processing system. Information arrives from the left
and a response emerges on the right. A response to some kind of question. A
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classic example is a system that helps people to detect land mines. When the
detector sweeps across the ground, it produces a signal. This will be the input
information. One must then decide if it has detected a true mine, or something
else, like a rock, for example. ANNs can be designed to process the signal from
the detector and give the right answer: rock or mine.
So how do they work? How do they resemble real neural networks? The
coloured circles correspond to neurons and the lines joining them are thus like
synapses. Input data—to use the modern term—arrives in the two green neurons
on the left and information is sent on to the layer of blue neurons, and finally
to the yellow output neuron. Information moves only from left to right in these
systems. The blue layer of neurons is called a hidden layer because it is working
away, transforming the data in a way that is not visible at the input or output.
Its existence is what gives the name ‘deep learning’ to this kind of network: it’s
deep in the sense that there is at least one hidden layer. And indeed, there can
be different numbers of hidden layers, and different numbers of neurons in each
layer.
But these are not the only parameters defining the system. A threshold is
associated with each neuron—a number between 0 and 1, for example. If the
total signal reaching a given neuron via the synapses that feed it is less than the
threshold, then that neuron will not pass on a signal. Furthermore, a weight is
associated with each synapse, for example, another number between 0 and 1.
The connection between any two neurons is thus weighted. The signal arriving
in a given neuron is the weighted sum of all the signals sent to it from neurons
in the layer just to the left. Naturally, this is a long way from being a model of
a brain, if only because of the huge difference in the number of neurons, at least
for the time being. But in contrast to the physical symbol hypothesis, which
wonders whether brains operate like computers, ANNs are built to see whether
computers can do something like brains.
It remains to see how one would choose the values of the parameters, and
in particular the weights and thresholds, which you should remember are just
numbers. Now it turns out that these networks can learn, i.e., they can be set
to work on practice examples and their parameter values adjusted until they
always get the right answer. This is called supervised learning. We begin by
attributing arbitrary values to the weights and thresholds and then presenting
the ANN with examples where the correct answer is known. If the ANN makes
a mistake, i.e., the output response is incorrect, its weights and thresholds are
adjusted in a systematic way devised by mathematicians. In other words, one
applies a learning algorithm, which delivers a new set of weights and thresholds.
It is then presented with the same or other examples with known responses
and the parameters are adjusted when necessary—until it always gets the right
answers on the practice examples.
Perhaps surprisingly, these systems become very good at recognising shapes
and patterns, and very good also at classifying things. For example, they can
be used by farmers to identify a crop disease on the basis of observed features,
and recently one has been developed that can identify the ailment leading to a
certain kind of cough—is it bronchitis or the SARS-CoV-2 virus?
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Figure 16: Demonstrating that toddlers apply the principle of object permanence. Credit: Renée Baillargeon [11]

Comparing the Two Paradigms
Interesting inferences can be made by comparing the physical symbol hypothesis
with the artificial neural network paradigm. The former proposes that the
structure and form—that is to say, the syntax—of information represented in
the brain is directly correlated with the structure and form of the representing
physical symbols, in this case, configurations of neurons or other constituents
of the brain. This is what happens in a computer and it was the starting point
for good old-fashioned artificial intelligence (GOFAI): proposing basically the
same thing as the best route to artificial intelligence. In contrast, information
is stored in a completely different way in an artificial neural network (ANN),
in the complete and evolving set of weights and thresholds we discussed above.
Moreover, an ANN can learn. We don’t have to input everything it ‘knows’.
This was one of the main criticisms, and indeed one of the main frustrations, of
GOFAI systems, which could only do what they were told.
Let us dig a little deeper into this contrast with the help of an example.
Renée Baillargeon and Elizabeth Spelke are psychologists who have studied
the ways very young children understand the world. Indeed, they have identified four principles of physics—one might say folk physics—which babies and
toddlers employ from the age of a few months. One of these is called object
permanence. It’s basically the idea that, when the cat runs behind the sofa, it
still exists. It is still there, behind the sofa, even if we can’t see it. Baillargeon
set up a famous experiment to show that babies apply this principle even before
they are able to speak. But how could one do that, if the baby cannot express
itself? The idea is simply to look at the baby’s eyes when it is presented with
different scenarios. Like us, babies do a double take when something surprises
them, so it’s enough to watch their eyes very closely. This kind of experiment
is called a violation of expectation (VOE) paradigm.
Figure 16 shows what the baby sees on a screen. First it is shown a rotating
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drawbridge. It is shown the motion until it gets bored and starts looking around
for something more interesting. The infants are then presented with two new
stimuli, each a variation on the habituation stimulus. One of the test stimuli
(Fig. 16c) is a possible event in the sense that it could occur physically, while
the other (Fig. 16d) is impossible, i.e., it could not happen physically in the way
shown. The baby does indeed look longer at the latter case. So it turns out
that infants know the box should still be there behind the drawbridge and also
that one solid object cannot just pass through another.
What interests us here is the existence of physical principles in the baby’s
mind, principles that are quite possibly innate. These infants draw inferences
about things they cannot see on the basis of things they can—rather as scientists
do! Now, the basic principles of folk physics could be represented explicitly and
applied in the way proposed by the physical symbol hypothesis, as happens in
computers, and as one might try to do if one wished to program a robot. This is
the computational approach of GOFAI, which assumes that a cognitive system
can only act in accordance with principles if these principles have been explicitly
represented within the system in a suitable symbolic form.
However, it turns out that one can develop neural networks capable of simulating the behaviour of human babies in these experiments without explicitly
encoding any rule or principle. So here we have a proof of concept that the computational approach is not the only option. Something that looks like rule-based
behaviour can emerge from a system that exploits no explicitly represented rule.
So there can be a form of information processing that does not involve the kind
of manipulation of symbols governed by rules put forward by the physical symbol hypothesis.
The problem with GOFAI is that it is an intellectual top-down approach to
AI. All the intelligence is in the programming. And it is too slow. We’re just
lucky that computers calculate so fast, because they have to optimise and plan
everything in advance. Imagine the calculations involved in getting a GOFAI
robot to find its way through a forest, avoiding the many obstacles by applying preprogrammed principles. Think back to SHRDLU in its rather austere
environment.

A Third Approach
Another approach to robotics, and indeed to cognitive science in general, is
embodied cognition. One of its main proponents is the Australian roboticist
Rodney Brooks at MIT. He has also founded his own company iRobot, which
applies these relatively new ideas (see Fig. 17). The aim is to minimise the
computational control, replacing it by direct connections between perception
and action, i.e., by various forms of direct causal interaction.
This is commonplace in engineering. The standard thermostat is a good
illustration. Two thin strips of different metals are stuck together. The resulting bimetal strip will bend if the temperature increases, because the two
metals expand to different extents when heated. This is enough to open or close
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Figure 17: An example of a robot produced in Rodney Brooks’ company. It’s
not a coffee machine but a vacuum cleaner called Roomba. It can make its own
way round your living room
an electric circuit and control a heating system. No calculations required. A
more ingenious example is the Watt governor, actually invented by Christiaan
Huygens and then used much later, in the nineteenth century, by James Watt
to extend the applications of steam engines. The idea was to better regulate
the flow of steam in these machines without the need for any calculation at all
[12]. Naturally, engineers may need to do calculations to design these things,
but nature can and does design things without calculations, by sheer trial and
error, mutation and the test for survival, in the process we call evolution.
Another key motivation for this approach is the observation that thought is
not a disembodied process taking place almost magically inside our heads. Of
course, it does take place to a large extent inside our heads, even if we don’t feel
anything happening physically within our skull. (That is because there are no
sensory nerves in the brain—nature found a different way to protect this part
of our body, the skull itself.) But it is becoming clear that thinking involves
much more of the body than just the brain. Recall the numbers of neurons
in the intestine and the heart, for example, and note how our emotions come
into play when we have to make decisions. Or think of someone speaking on
the phone: even though the other person can’t see them, they will gesticulate
and make facial expressions. In fact, they couldn’t communicate without doing
that. Everything is tied together. The human body is a whole.
According to Brooks, then, the mind is not an information processor that
spends all its time carrying out abstract calculations with the help of the brain.
One may well wonder why our first attempts at artificial intelligence, good
old-fashioned artificial intelligence or GOFAI, went down this path. In fact,
we were simply following our natural understanding of ourselves provided by
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introspection, i.e., our ordinary perspective of ourselves, rather than a cognitive
or neuronal one. We thought our brains might work like computers because
computers operate in the way we think our thinking works.

Thinking
It is time to say a few words about a cognitive perspective on thinking, to use a
turn of phrase promoted by the linguist Ray Jackendoff in his excellent book A
User’s Guide to Thought and Meaning [13]. Recall the anecdote about Keynes.
If we don’t think in pictures and we don’t think in words, what do we think in?
A widely accepted view today, also propounded by Jackendoff, is that all our
thoughts are unconscious. This may sound mad, but consider this. When you
have to communicate some rather subtle idea to someone else, don’t you find
sometimes that you haven’t said exactly what you intended? It wasn’t exactly
what you mean? Then you reformulate, maybe several times, adjusting what
you say until at some point it sounds right. It finally corresponds to your idea.
Think of what happens when you have to write a rather difficult letter, or an
essay. How many times do you end up crossing something out or adjusting it?
So why do we say things that don’t mean what we intended? Jackendoff and
others will say it’s because that meaning is actually hidden in our unconscious—
this is the unconscious meaning hypothesis. What we ordinarily call thinking
is merely a linguistic take on our actual unconscious thinking, a symbolic representation in our consciousness using the symbolism of language to represent
thoughts and meanings that actually lie deep within the configurations and dynamics of our neurons. ‘Conscious thought’ or ‘conscious reflection’ is then just
a (logical?) sequence of linguistic takes on our actual thinking, which for its
part is carried out unknown to us—that is, unknown to our introspection—by
our neurons.
This brings us back to good old-fashioned AI, which is based on the idea that
we think the way we think we think, in our ordinary perspective of ourselves.
We think we think in logical sequences of sentences—or propositions, to use a
heavily connotated philosophers’ term—i.e., sequences of symbols like those we
input into our computers and which they can manipulate using algorithms. But
cognitively, dropping for a moment the claims of our introspecting self, thinking may not actually be a matter of applying logic to premises and principles.
We know from the development of ANNs that there is absolutely no need for
premises and principles to be coded somewhere in our brains. In the ordinary
perspective given to us by introspection, we always have the impression that
information must be coded somewhere because our (introspection’s) only take
on information, and in particular its meaning, is via the ‘little voice’ we hear
chattering away almost permanently inside our heads. But it could be that
these thoughts and meanings are only encoded by language for the purposes of
communication, with others or indeed with ourselves. And in reality, as we shall
soon see, we have great difficulty reasoning in a strictly logical way, something
our computers do marvellously well by design.
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Symbol and Meaning
The symbols we enter into our computers via the keyboard all have a meaning
to us. After all, a symbol is a mark or character used as a conventional representation of an object, function, or process. But does it have any meaning for
the computer? Few people would understand things that way, but why not? Is
it just bias against the machine? This is an important question if anyone hopes
to make an intelligent machine, i.e., one that is intelligent in the way we are.
For we need to know what in fact we would be asking of that machine.
One problem here is certainly that our computers have no worries about what
happens to them. After all, they are not concerned about their own survival,
or their own integrity and well-being. They have no objectives. They are the
ultimate slaves in our workspace, not colleagues. They merely work to achieve
our objectives. And indeed our own manipulations of symbolic representations
have meaning for us because they have an importance for our self-determination
and survival. In this sense, meaning is something that only concerns living
things. Here is what Dennett has to say about the fact that our machines are
far from having the same degree of autonomy as living things [14]:
Researchers in artificial intelligence could plausibly reply that they
are postponing consideration of phenomena such as energy capture,
reproduction, self-repair, and open-ended self-revision, expecting to
reap the benefits of this simplification by first getting clear about
the purely informational phenomena of learning and self-guidance
(a kind of autonomy, however incomplete). Nobody would dream of
complicating the design of a chess-playing computer by requiring it
to obtain its energy from sandwiches and soft drinks, obliging it to
monitor not only its time but also its depleting reserves of usable
energy. Human chess players have to control their hunger pangs, and
emotions such as humiliation, fear, and boredom, but computers
can finesse all that with impunity, can they not? Yes, but at a
huge cost: by taking these concerns off their hands, system designers
create architectures that are brittle (they can’t repair themselves, for
instance), and vulnerable (locked into whatever set of contingencies
their designers have anticipated), and utterly dependent on their
handlers.
It is intriguing to note that our machines do indeed monitor their energy levels
and inform us of this need. But when they turn to us for help it is clear that they
couldn’t care less about whether we recharge their batteries. It is pretty clear
that the symbols in a computer would have more meaning for it, i.e., actually
become meaningful for the computer, if its survival depended on that meaning,
but until then, it will just be a machine, mechanically manipulating physical
structures that correspond structurally to our strings of symbols. And in a way,
this brings us right back to the notion of embodied cognition.
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Figure 18: George Miller, American cognitive scientist

Evolution
It’s time to turn to a key theme in cognitive science, if not the most important
theme of all. Cognitive science is concerned primarily with living things, whether
or not any of our AI paradigms ever manages to approximate to the way humans
or other animals make their way in the world. This means that it is in some ways
a branch of biology, and as famously pointed out by the American geneticist
Theodosius Dobzhansky in 1973, nothing in biology makes sense except in the
light of evolution. Charles Darwin himself claimed that psychology would be
based on a new foundation. So let us turn to George Miller, considered to be
one of the founders of cognitive science (see Fig. 18), with this quote from [15]:
The crowning intellectual accomplishment of the brain is the real
world. [. . . ] All the fundamental aspects of the real world of our
experience are adaptive interpretations of the really real world of
physics.
There are two key ideas here. The first is that our brains interpret the world,
making representations. The second is that those representations are adaptive,
meaning that they help us in our self-determination and survival. That’s what
evolution is all about. So there is a really real world that we attempt to understand through the study of physics, chemistry, and biology, and then there is a
representation of that, made by our brain. The notion of representation is an
important one in cognitive science and not as simple as it may appear at first
glance.
Just take the example of what we see. Photons from the really real world
enter the retina, also part of the really real world. Our brain then represents
the world in our vicinity—we would call this a visual representation. That
representation is built within our skull but we do not see it there. We project it
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all around us. It’s the ultimate 3D film, because we can actually move around
within it. And indeed that is what is adaptive about it: it allows us to move
towards what is good for us in the world, and away from what is bad. It is
deeply concerned with our well-being, so crucial to us.
The following sections will discuss various aspects of cognitive science from
the point of view of evolution, or at least, always keeping the notion of evolution
in mind.

A Cognitive Theory of Reasoning
Reasoning is one of things brains are supposed to do best, at least the human
ones, so it is an important subject for cognitive science. Let us therefore contemplate a cognitive perspective on reasoning. What is reasoning? At first glance,
it seems obvious: reasoning uses logic to solve problems and explain things
clearly to ourselves or others. And what is logic? Here is a simple example of
an argument:
If A, then B
not B
hence, not A
This kind of little argument is called a syllogism. It even has a name: modus
tollens. Such basic forms of reasoning have been known for a long time, at least
since Ancient Greece and probably before. A and B are propositions, that is,
statements about something in the world, or in our imaginations. Here is a
concrete example:
If the cat is very hungry, then it will eat dry bread
but the cat did not eat dry bread
hence, the cat was not very hungry
The important thing about this is that the argument is valid whatever the
propositions A and B may be. Indeed, it is called a valid argument. That
means that, whenever the premises are true, i.e., whenever it is true that ‘if A,
then B’, and also that ‘not B’, the conclusion will also be true, i.e., A is false.
When the premises of a valid argument are true, we say that the argument is
sound, a technical term for logicians.
So logic is concerned with rather obvious arguments that are true by virtue of
their form and the meanings of certain connectives and quantifiers, rather than
through the meanings of the propositions and the terms in those arguments. So,
do we reason logically? Do we string together syllogisms when we solve problems
and explain things to others? Not so obvious. Figure 19 shows the British
cognitive psychologist Peter Wason, famous for a rather clever way of testing
people’s capacity for logic and thereby discovering something quite fascinating.
The Wason test seems very simple (see Fig. 20). We are presented with four
cards. On each there is a letter on one side and a number on the other, and we
are told that the cards should obey the following rule: if there is a vowel on one
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Figure 19: Peter Wason, British cognitive scientist

Figure 20: Four of Wason’s cards. On one side of each there is a letter and on
the other a number. And there is a rule: if a card has a vowel on one side, it has
an even number on the other. Which cards must we turn over to see whether
the rule is observed?
side, there must be an even number on the other. So which cards must we turn
over to check that the rule has been respected? Many people reason like this.
The first card shows a vowel, so we must check that there is indeed an even
number on the other side. The second shows a consonant, and since the rule
doesn’t mention consonants, no need to check the other side. The third shows
an even number, and since the rule mentions even numbers, we need to check
that there’s a vowel on the other side. The last card shows an odd number, not
mentioned by the rule, hence no need to check.
But that is wrong. Of course, some people don’t make the mistake with the
last two cards. Logicians, for example. We don’t need to turn the third card,
because whatever is on the other side, consonant or vowel, the rule is respected.
However, if the last card had a vowel on the other side, the rule would not have
been respected, so we do in fact need to check that one.
Well, that shows that many people don’t apply those simple valid logical
arguments correctly. But look at the four Wason cards in Fig. 21. This time
each card has someone’s age on one side and what they are drinking on the
other. And this time the rule is of course that one must be at least eighteen to
drink alcohol. Which cards must be turned over now? This is very easy and
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Figure 21: Four more Wason cards. On one side of each there is someone’s age
and on the other a picture of what they are drinking. Once again, there is a
rule: you must be at least eighteen years old to be allowed to drink alcohol.
Which cards must we turn over to see whether the rule is observed?
nobody, absolutely nobody makes a mistake here. The first card must be turned
over to check that this sixteen year old is not drinking alcohol. We don’t need
to check the second, because at twenty-five, the person can drink what they
like. The third person is drinking soda, so it doesn’t matter how old they are,
but the fourth is drinking beer, so we do need to check.
So what? The point is that, logically speaking, the second test is exactly the
same as the first. So how come so many people make mistakes with the first
version, and no one with the second? The answer is that the first test is abstract
while the second deals with deontic conditions, that’s to say, conditions relating
to duty and obligation. The fact is that we are extremely good at holding
other people responsible for their acts, and equally good at finding our way
in a world in which others will hold us responsible for our own. And that is
because we live in a cooperative society. Indeed, humans are the world champion
cooperators, far more so than any other species. We can cooperate on anything
and everything. Other animals like wolves, chimpanzees, bees, and ants may live
in communities and work together in various ways, but humans are continually
inventing new ways of doing things together for better result.
But it comes at a price, because we need to know whom we can trust and
we need others at least to tend to be trustworthy. In other words, we need a
system of ethics. The key here is morality. So look at this: we set out to make a
cognitive theory of reasoning, and here we are talking about morality. This is no
accident. The consensus in cognitive psychology today considers that reasoning
evolved in humans for the purposes of moralising, to make it possible to live
in a predominantly cooperative society. The benefits for genes leading to such
behaviour are legion and they have proliferated. They are almost everywhere
today in human society. It is sometimes said that there has been a kind of selfdomestication over the last few tens of thousands of years, i.e., a coevolution
of genes and cultural practices that has led to certain genes, these genes for
cooperation, becoming dominant.
Two French cognitive scientists, Hugo Mercier and Dan Sperber, have written at length about this in their groundbreaking book The Enigma of Reason
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[16]. In their account, reasons are social constructions mainly for social consumption. To be more precise, we produce reasons to justify our thoughts and
actions to others, but also to produce arguments to convince others to think
and act like ourselves. And we use reason to evaluate the reasons others give us
to justify themselves. The key word once again is ‘cooperation’. It’s all about
getting on the same wavelength with people we feel we can trust.
Mercier and Sperber also talk about the paradox of reason: on the one hand,
humans have produced vast quantities of very, very reliable knowledge about
their world thanks to the efforts of mathematicians, scientists, philosophers, and
the like, while on the other hand, in their experiments, cognitive psychologists
regularly demonstrate examples of what appears to be irrational behaviour.
Concerning the latter, the best known instance is perhaps the confirmation bias.
This is a cognitive bias which consists in favouring information that confirms our
preconceived ideas while according less importance to information that seems to
contradict them. So how do we manage to produce any reliable knowledge? And
since we were promoting evolution as a key explanatory tool in understanding
human cognitive activity, what could possibly be the evolutionary advantage of
the confirmation bias?
To begin with, according to Mercier and Sperber, we are more groupist than
egoistical and the confirmation bias is actually a partisan bias. This is clear to
all in political debate, and can be observed throughout human activity. But in
actual fact it can provide an effective way to share the cognitive workload when a
group of people have a problem to solve. For it turns out that we are lazy when it
comes to evaluating our own reasons and justifications, but extremely effective
at evaluating those of others. To understand this, we must ask what is the
appropriate context for reasoning. From what we have already said about the
social role of reasoning, it seems plausible that it might be a discussion in which
people exchange arguments and justifications and where there is a common
interest in finding the truth, or at least finding the best compromise. We only
have to reflect for a moment on the myriad examples of social cooperation to see
that such discussions do occur, even though we may focus on situations where
political debate becomes non-debate through overzealous partisanship.
In effect, reason is much more efficient at evaluating good arguments than
producing them. It is easy to show that the problem-solving abilities of a group
of people are far superior in general to those of any individual. For example,
groups are much better than individuals at solving Wason tasks. When people
are presented with the correct explanation for the first Wason task described
above, they usually accept it immediately.
Thinking alone is not a great way to get good solutions. Let me quote
Keynes again:
It is astonishing what foolish things one can temporarily believe if
one thinks too long alone.1
One might add, if one thinks too long in a small group of people with the same
ideas.
1 And

he concluded here “particularly in economics”.
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Morality
A cognitive psychologist who has brought the power of evolutionary explanation
to bear on all aspects of the question of morality is the American Jonathan
Haidt. He describes the conclusions in his fascinating book The Righteous Mind.
Why Good People Are Divided by Politics and Religion [17]. He sums things
up in what he calls his first principle of moral psychology, by saying that, when
it comes to moral judgement and reasoning, intuitions come first and strategic
reasoning only later.
Concerning intuition, Haidt shows how heavily dependent our moral judgements are on things we are just not aware of. For example, he describes a simple
experiment to show how familiarity can influence our preferences [18]. People
are asked to rate Japanese pictograms on a scale of one to ten—as the inventors
of Tripadvisor will tell you, people are ready to rate anything on a scale of one
to ten. However, while they are reading the instructions on the screen, some of
the pictograms are flashed up for a very short time, too short for the individual
to be aware of them. Higher notes tend to be attributed to those pictograms
shown subliminally. From an evolutionary point of view, it’s easy to understand
that it would be good strategy to favour things we know.
Another factor influencing our moral judgement is a bad smell in the neighbourhood [19]. People are asked to judge morally dubious situations when a bad
smell has been introduced in their vicinity. They don’t realise that the smell
has been introduced deliberately. Their judgements become harsher. Likewise
if they have been asked to carefully wash their hands before beginning [20].
And the lengths of sentences given by trained judges who have been asked to
attribute punishments to criminals in case studies can be influenced by presenting them in various ways with larger or smaller numbers before they begin,
once again in such a way that they are unaware of any connection between the
presented numbers and the aim of the experiment. A detailed overview of this
important discovery can be found in [21]. These effects are known to cognitive
psychologists as priming or anchoring.
The second of part of Haidt’s first principle of moral psychology states that
moral reasoning has a strategic function. In everything we do and say, we are all
obsessed by what others think of us. Our moral thinking is more like a lawyer
defending her client than a scientist trying to establish the truth. From the
evolutionary point of view, this reminds us that what was most important for
the survival of our ancestors was not the truth but their reputation. Let me
quote Benjamin Franklin, scientist, inventor, and one of the founding fathers of
the American constitution, although he never became president:
So convenient a thing to be a reasonable creature, since it enables
one to find or make a reason for every thing one has a mind to do.
We may wonder then how humans have managed to create such a huge body of
reliable knowledge, to approximate so well to the truth about the world, as we
can see in our mastery of technology.
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The answer comes from what we have already said above: scientific knowledge is not the product of the human mind, or at least not one human mind
working alone. It is the result of a huge collective effort by people who share a
common interest in finding the truth. The myth of the scientific genius and the
great philosopher is indeed a myth, perhaps serving another human need: the
need for leaders. Not one of those so often set apart as the fount of all knowledge
was working alone, and if science is moving ahead at such a tremendous rate
today it is certainly not because there are more geniuses at work. It is simply
because so many humans are now beavering away at the task of understanding
the world.
Before we leave the theme of morality, it is interesting to describe Haidt’s six
moral foundations, products, if you will, of human self-domestication. In each
case, a moral reaction has evolved to allow our ancestors—our human ancestors
here—to deal with a specific adaptive challenge, and it has coevolved with an
emotion that characterises that reaction:
• The care/harm foundation. The adaptive challenge was to protect and
care for our children and the key emotion that evolved here was compassion.
• The fairness/cheating foundation. The adaptive challenge was to reap
the rewards of bilateral partnerships and the associated emotions were
gratitude, anger, and guilt. This is easy to understand. To a large extent,
morality evolved as a solution to the problem of the free rider, always
a threat in a cooperative society. It’s important for such a society to
dissuade profiteers, and important, for example, that profiteers should
feel guilt when they cheat, or fear our anger, and so on. Free riders
must be detected and punished, otherwise their profiteering genes would
proliferate.
• The loyalty/betrayal foundation. The adaptive challenge was to form
cohesive coalitions and the characteristic emotions are group pride and
rage against traitors.
• The authority/subversion foundation. The adaptive challenge was to engineer beneficial relations within hierarchies and the characteristic emotions
are respect and fear.
• The sanctity/degradation foundation. This one may seem a little strange,
but the adaptive challenge was to avoid contaminants. The key to understanding this is referred to as the omnivore’s dilemma. Haidt puts it like
this:
Being an omnivore has the enormous advantage of flexibility:
you can wander into a new continent and be quite confident that
you’ll find something to eat. But it also has the disadvantage
that new foods can be toxic, infected with microbes, or riddled
with parasitic worms. The omnivore’s dilemma [. . . ] is that
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omnivores must seek out and explore new potential foods while
remaining wary of them until they are proven safe.
The two competing motives of an omnivore are neophilia—an attraction
to new things—and neophobia—a fear of new things. Different people
exhibit these motives to differing degrees. The characteristic emotion here
is disgust. The role of this foundation in religious movements is clear, but
that’s another story.
• The last moral foundation, which Haidt says is still under debate, is the
liberty/oppression foundation. The adaptive challenge would be to avoid
tyranny within groups, and the characteristic emotion the feeling of injustice. As he points out, there is some tension between this foundation
and the authority/subversion foundation. Authority can of course be legitimate, but we remain wary of our leaders.

Modularity
An important idea in evolutionary psychology, i.e., in the evolutionary way of
understanding cognitive activity, is the modular theory of mind. In a word,
this is the idea that the mind is not unitary and based on principles, but modular and opportunist, an assemblage of bits and pieces that evolution has put
together to deal with specific problems faced by our ancestors—not just our
human ancestors, but all our ancestors, as we shall see. Naturally, there is a
manner of speaking here that could be misleading. Mother nature made no
calculation here. These developments came about by chance in various contexts
where they turned out to be favourable for the genes that made them come
about, in the sense that those genes could then proliferate.
The idea of a modular mind could at a push be traced back to the largely
discredited idea of phrenology: studying the size and shape of the cranium was
supposed to tell us about the character and mental abilities of a person. The
idea was rehabilitated rather differently by Fodor in the 1970s [22], relaxing
the idea that modules must necessarily be localised, i.e., correspond to specific
regions of the brain. His theory was that certain specific cognitive activities
might be handled by a specially designed2 module—each module would work
in a rather autonomous way on the specific problem it had evolved to solve,
e.g., the perception of colours, analysis of shapes, analysis of relations in space,
visual guidance of body movements, face recognition, grammatical analysis of
spoken language, voice recognition, and many, many others. But in his view,
modules would treat only specific problems, each involving only a certain type
of information. This was referred to as information encapsulation.
Fodor’s version of modularity was rather strict [23]. For Fodor, a module had
to be domain-specific, informationally encapsulated, automatic, and fast. Many
types of cognitive information processing could not therefore be modular—it’s
2 This word is used in the sense proposed by Dennett to refer to design by genetic mutation
and natural selection, where there is no designer.
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easy to find cognitive activities that at least do not appear to satisfy these conditions. One thing the brain does that has very general domains of application
is reasoning. After all, when we reason, we can range over any subject under
the sun, and indeed make connections between very different domains. Reasoning will take into account our world picture and it will be sensitive to context
in several different ways, so it seems that there could be no encapsulation of
information there, hence for Fodor no way for a mere module to handle it.
Fodor thus distinguished modular information processing and non-modular
information processing, which he called central processing. And the latter raised
a particular problem for him. In fact, he reached a rather drastic conclusion.
In his view, global processes like reasoning must remain forever inaccessible to
cognitive science, a pessimistic view known as Fodor’s first law. But why so?
The problem was his language of thought (LOT) theory. The LOT hypothesis
requires transitions between sentences to be purely a function of the syntactic
properties of those sentences. But for cognitive processes like reasoning, these
transitions are context-sensitive, so they cannot be determined purely by the
intrinsic syntactic properties of the mental representations involved. In short,
he felt that we could never understand context-sensitive information processing
in computational terms.
Bermùdez suggests two ways out [23]:
• The first is to ask whether there really are completely domain-general
forms of information processing that can potentially draw upon any type
of information—a reasonable question despite the above remarks about
reasoning, as we shall see.
• The second is to suggest that there is no real difference in kind between
modular and central processing, and in fact no such thing as central processing in the way Fodor discusses it—all processing may actually be modular. This is known as the massive modularity hypothesis.
In any case, few adhere to Fodor’s first law, which may be viewed more as a
problem for the language of thought idea—and the physical symbol hypothesis—
than for cognitive science as a whole.
All these considerations concern the question of the architecture of the mind:
what different kinds of information processing go on inside it, in what different
kinds of structure, and with what connections between those different kinds
of structure? But one thing is clear: modules are generally accepted to play
a key role in this. And the modules in question are Darwinian in the sense
described above. The idea came to the fore in 1987 in work by the American
anthropologist John Tooby and the American psychologist Leda Cosmides [24].
Unfortunately, we can only skate over the surface of this fascinating subject
here.
But let us look just a little more closely. According to the massive modularity hypothesis, the human mind is an ensemble of specialised modules, each
of which has evolved to solve a specific problem faced by our ancestors, human
or otherwise. Each module deals with a specific application, processing only
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Figure 22: What do you see? The top row would seem to protrude, but this
is because your mind has made an assumption about the light source—without
consulting you
information relevant to that application. It is autonomous, fast, and unconscious. Speed is of course of the essence in many situations, where efficiency of
reaction, if not survival itself, may be at stake. But what about this idea that
we are not even conscious of what our modules are doing? This is one of the
great discoveries of cognitive psychology: we are actually conscious of almost
nothing our minds are engaged in. It is generally considered today that we—our
selves, that is—are just a construction of introspection, largely for the purposes
of communication, and are barely involved in most cognitive activity, despite
the impression our own minds may give us.
So we have modules that make inferences in many and varied domains,
each taking advantage of some regularity in nature, i.e., something that always presents itself in a certain way, or something that always happens when
something else has just happened. And all this occurs without our even realising
it. Look at Fig. 22, which shows what appears to be a slab of material with rows
of bumps and hollows on it. Most people see the top row as a row of bumps
and the second as a row of hollows. That’s because a module in our mind has
assumed, without consulting us, that the slab is lit from above. But imagine
for a moment—it requires an effort—that the slab is lit from below. Now the
top row becomes a row of hollows and the second a row of bumps. In fact, we
can switch from one perception to the other, with sufficient effort. Naturally,
all our ancestors, human or otherwise, would have been used to things being lit
from above, by the sun—a regularity in our world.
So here is an important point. A module makes an inference, i.e., it produces new information on the basis of old, but it doesn’t require, or provide
us with, any reason to justify its inference. It is in this sense that it operates
automatically. It reasons without reasoning. This is illustrated again in the
famous Adelson checkerboard shown in Fig. 23. We have no conscious reasons
to see square A as darker than square B, but we do see things like that. The
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Figure 23: It may be hard to believe it, but although A is obviously a dark
square and B a white one, the grey scale in the two squares is the same. Take
a look at Fig. 24 to see the demonstration. Figure from [25]. Credit: Edward
H. Adelson, vectorized by Pbroks13, CC BY-SA 4.0
two squares are identical in the image—the grey scale is the same in each (see
Fig. 24)—but our brain has intervened because of its knowledge of shadows.
Another experiment, or rather, type of experiment, illustrates beautifully
how our brain is the final judge of the information it receives from our eyes, and
quite outside any conscious effort on our part. These experiments exploit the
gaze-contingency paradigm [26]: while someone is viewing a computer screen, it
is possible to inform the computer in real time about the exact location of the
person’s gaze, and then do things to the rest of the display that the person will
never be aware of. These eye-tracking techniques are widely used in psychology
to study the way we view the world. For example, someone reads a short story
on the screen and remains completely unaware of the fact that almost the whole
of the text is scrambled at any given time. Someone standing behind the reader
will find it astonishing that they manage to extract any sense from it at all.
So what has this to do with modules? In fact, a module constructs our
internal image of what is visualised. In this example, the internal image bears
little resemblance to what is actually there. This is because the module in
question ‘assumes’ that what we were just looking at somewhere else a moment
ago will still be there, a natural assumption in the ordinary world of nature. It
exploits a regularity in the world: things don’t change that quickly.
Another fascinating example of a module, which shows that some modules
may have evolved a very long time ago, or perhaps have evolved several times
in different species, concerns the way living creatures guide themselves through
narrow spaces without touching the boundaries of those spaces. When we pass
through a tunnel, the walls appear to recede at a certain speed. If the right-
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Figure 24: The grey scale is the same in squares A and B. Figure from [25].
Credit: Edward H. Adelson, vectorized by Pbroks13, CC BY-SA 4.0
hand wall is closer than the left-hand wall, it will appear to recede more quickly.
This experience, known as optic flow, can tell us which wall is nearer, and if we
wish to pass through the middle of the tunnel, all we need to do is to adjust our
trajectory so that the optic flow is the same on each side. This is well described
by Sloman and Fernbach in their excellent book The Knowledge Illusion [27, 28]:
[One] place you experience optic flow is on the highway. The lines
on the road painted by the Department of Transportation are there
to keep you on the straight and narrow. As long as the flow of lines
on one side of you appears to be moving by you at the same rate as
the flow on the other side, you’ll stay in your lane. We know this
from experiments done in driving simulators. If you put someone in
a simulator with a computer display and make the lines go faster on
one side than the other, the person will drift toward the side with
the slower lines.
Imagine a GOFAI robot doing all the necessary calculations to fly between two
posts without touching them. That’s okay, of course, if you can calculate fast
enough. But optic flow is so much easier, provided you have some system for
converting sensorial estimates of optic flow directly into motor effects.
What’s fascinating is that bees use this system, too [29]. One can arrange
for the bees in a hive to pass through a tunnel on their way to the meadows,
then project a moving image of the wall on one side. If the right-hand wall
appears to be receding more quickly, the bees no longer pass through the center
of the tunnel, but more to the left. Perhaps this module evolved in a common
ancestor of bees and humans, or perhaps it evolved separately several times.
It’s such a useful trick, that wouldn’t be so surprising.
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Sloman and Fernbach again [27, p. 100]:
[All the relevant] studies show that people (and bugs) are not oldfashioned model builders that engage in loads of computation punctuated by action. Instead, people use facts about the world—like
the optics of surfaces—to simplify what they do.
Modules evolve or develop when there is a regularity in the world that can be
exploited to draw inferences, and when it is adaptive to do so. These inferences
are not the result of reasoning in the sense we normally intend it, as you can
see from the examples. They are direct consequences of one part of the brain
on others. The brain applies no theory. It doesn’t require any involvement of
the self or accordance of conscious thought by the self.
So we have wound our way back to reasoning again. What is reasoning?
Could there be a module for producing reasons? Mercier and Sperber suggest that there could [16], despite Fodor’s worry about the problem of domain
generality which we discussed earlier. They do indeed claim that we have a
module that produces reasons, often in the context we have described of justifying our actions a posteriori , or trying to persuade others to agree with us, but
in any case generally for social consumption. A reason, then, is a representation
produced unconsciously by the reason module. It appears as an intuition in consciousness to explain or justify something with hindsight. The reason module is
thus a mechanism that draws inferences, and reasoning is not an alternative to
intuitive inference, but a way of using intuitive inferences about reasons. Each
reason takes root in intuition. The regularity exploited by this module is the
regularity of regularities in the world, the fact that there always are regularities.
And what about Fodor’s problem of domain generality? According to Mercier
and Sperber [16], the true domain of the reason module—reasons—is actually
rather limited. But those reasons themselves can be about absolutely any combinations of things in the world. Reasoning can thus be specialised in its operations and yet generalised in its reach. One can see this in the syllogisms
mentioned earlier: we may insert any propositions we like.

A Conclusion?
Perhaps the key discovery of cognitive science so far is this: we know ourselves
only through what we are conscious of via introspection, and we naturally suppose that things happen very much according to the scheme that introspection
and consciousness presents us with; and so we remain largely unaware, not only
of most of what is going on in our brains, but also of the true nature of the
few things we are actually conscious of. This may sound rather negative, but it
isn’t. It opens the door to bypassing the schemes we call the self, consciousness,
and free will, which nature has found to guide us so well through our everyday
lives, and to seeing what is beyond, the way things really are in a cognitive or
neural perspective, and finally, to understanding why they seem to us the way
they do.
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